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1  Abstract

ATLAS I is an advanced robot capable of interacting with a remote op-
eration terminal. The robot responds to remote commands transmitted 
wirelessly. In addition, it engages in two-way communication with the 
terminal. The robot transmits a list of features that the robot has de-
tected and the distance that it has translated as well as the angle it has 
rotated. This allows the remote terminal to track the robot’s progress in 
addition to controlling it remotely.

2  Introduction

2.1  Applications

Imagine a world in which human navigation is obsolete. All cars, 
boats, planes and other vehicles would be able to navigate based on 
their surroundings without the help of a human operator. Upon fur-
ther advancement of robot navigation, it is possible to make vehicles 
self- and environment-aware, removing the need for human operators. 
This type of autonomous operation would eliminate the erratic human 
behavior of driving and reduce the number of deaths resulting from 
motor accidents. 

Furthermore, all exploration would be done autonomously. There 
would be no need for humans to operate rovers or manually drive a 
vehicle to explore a new environment. All exploration could be auto-
mated, greatly expanding the efficiency of exploration.

This paper was written for Dr. James Dann’s Applied Science 
Research class in the spring of 2012. 



Realistically, this vision has already begun to arrive. For example, 
Google is in the late development and testing phase of their autono-
mous vehicles that are capable of driving on roads unassisted (See Fig-
ure 1). [1]

 
Figure 1: Google’s autonomous car project. The sensor-equipped car has already 
demonstrated great success. The car safely completed the drive from Palo Alto to 
Santa Monica and has driven a blind man around for an entire day, completing 
all of his personal errands. [1] 

2.2  Motivation

The motivation for this project originated last year during a robotics 
elective course while I read Maja Matarić’s book The Robotics Primer. 
[2] The book exposed me to the concept of simultaneous localization 
and mapping (SLAM). SLAM is a process in which a robot simultane-
ously maps all of the terrain features around it and determines its loca-
tion on the map that it is creating. Using this information, the robot 
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then finds a path to safely navigate through the environment. Matarić’s 
book did not go into much more depth, but it sparked further thought 
and curiosity about SLAM. The more I thought about the problem, the 
more complex it became, and then I made it a goal to make my own 
SLAM robot.

Initially, the target objective was to produce a robot fully capable of 
SLAM. As I learned more about the challenge and thought about pos-
sible methods of meeting it, the full complexity of the issue began to 
emerge. When I began to read more in-depth descriptions of various 
SLAM techniques, I realized that I was in a bit over my head. In order 
to accomplish my initial goal of a complete SLAM solution, I would 
need extremely expensive and accurate systems to detect obstacles 
and to move the robot precisely. Moreover, I did not have a sufficient 
background in mathematics to completely understand the processes 
required for SLAM. At this point there were two possible paths: I could 
make a robot and convert a previously existing SLAM program to func-
tion with my robot, or I could simplify my objective. I chose the latter 
because I found it much more fruitful to make my own product from 
start to finish rather than rely on a large foundation of pre-existing 
frameworks. As a result, Atlas does not perform SLAM, but only minor 
mapping. The robot will detect objects around it with the objective of 
avoiding them, but does not possess sufficient accuracy to maintain 
a detailed map of the surrounding environment. In order to replace 
the deficit created by the lack of a complete SLAM solution, Atlas now 
possesses the ability to be controlled remotely rather than function 
solely in an autonomous mode. This feature is much more interesting 
than pursuing SLAM further at this moment because I understand the 
frameworks behind it and I can create my own programs to accomplish 
the remote control.

The robot does not actually perform SLAM for several reasons. Firstly, 
it does not actually perform any kind of localization. If left to its own 
resources, the robot would have no idea where it actually is. Further-
more, the robot’s primitive style of navigation does not fully constitute 
a mapping solution. The robot does scan the environment around it 
and graphically represent the features around it, but the rapid accu-
mulation of error and the lack of detailed resolution make Atlas’s style 
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of navigation much less sophisticated than SLAM. Despite the large 
differences between the two, Atlas was still inspired by simultaneous 
localization and mapping, so this paper will place an emphasis on the 
study of SLAM rather than that of any other field.

2.3  History of Robot SLAM

SLAM theory was conceived in 1986 at the IEEE Robotics and Au-
tomation Conference in San Francisco, California. As the concept of 
a probabilistic approach to robotics and artificial intelligence was just 
beginning to form, researchers began to evaluate it in the context of 
robot mapping and localization. Several key papers written by Hugh 
Durrant-Whyte as well as Randal Smith and Peter Cheeseman helped 
popularize the probabilistic approach to mapping and using statistics 
to describe the relationships between landmarks in the environment. 
Smith and Cheeseman showed that it was possible to both estimate 
the location of an object and determine the error (or variance) of that 
estimate. They could therefore determine the probability of an object 
being located in a specific area. They then suggested that the primary 
use of this theory would be to estimate ahead of time when sensing a 
specific area, which is necessary to improve the accuracy of location 
estimates. Smith and Cheeseman’s method also gives a quantitative 
method for determining the occurrence of sensor “glitches” because 
the probability of an object being in a specific place can be compared 
with other measurements of the same probability. 

Several years later, Smith published a revolutionary paper that showed 
that the observations a mobile robot makes of its surrounding land-
marks are all correlated with each other because they share a common 
error in the approximated robot’s position. 

The next major development in the history of SLAM robotics occurred 
in 1995 at the International Symposium on Robotics Research. At the 
conference, the term “SLAM” was coined and the most important de-
velopment in the solution of the problem was revealed. Michael Csorba 
discovered that the key to the problem was the correlation between 
landmarks, and he emphasized their importance rather than trying to 
minimize their importance. [3][4] 
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3  CAD Drawings

Figure 2: Overhead view of the robot chassis. Wheels and gear assemblies are in place, 
along with a strong framework between the chassis rails to support a payload between 
the rails. The scanning rangefinder will be placed in the middle of the chassis on one 
of the plates, and the computer will also be added after another layer has been placed 
above this one. The robot is 18 in. long by 18.5 in. wide.
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Figure 3: A close-up angle of the wheel assembly. Each wheel is powered by a separate 
motor that is geared up for more torque. This allows the robot to navigate and steer 
accurately using a differential drive system.
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Figure 4: A close-up of the gear assembly. A 36-tooth gear is attached to the motor and 
an 80-tooth gear is attached to the shaft that drives the wheel. This ratio gives each 
wheel greater torque than the motor provides alone. Since the mechanical advantage 
is equal to the ratio of the number of teeth on the output gear to the number of teeth 
on the input gear, the torque of the motor is multiplied by 20/9, or approximately 2.22. 

4  Theory

4.1  Motion

One of the most challenging aspects of making a robot capable of navi-
gation is that it must know its own pose. This means that the robot 
must be able capable of both tracking the movement of its actuators 
and using those positions to estimate its position with respect to its 
initial position. Furthermore, the robot must be able to store the infor-
mation about its pose relative to the environment around it.

In order to keep track of Atlas’s motion, I initially planned to use four 
sets of quadrature encoders (one set per motor axle). Each encoder 
would consist of a magnet mounted to the rotating axle of the robot 
and two Hall-effect sensors mounted 90° from each other around the 
axle. The magnet would trigger each sensor each time it passes the sen-
sor, making each sensor activate once per revolution. This also means 
that one of the sensors would be activated a quarter of a revolution 
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before the other one. By observing which sensor was triggered first, it 
is possible to discern the direction of the wheel’s rotation. See Figure 5 
for an example of an encoder pulse.

 

Figure 5: Sample pulses from a quadrature encoder. The two lines represent the data 
from the two different Hall-effect sensors. When a magnetic field is detected, the line 
reads high. In this sample, sensor A is triggered before sensor B, indicating that the 
wheel is spinning in the direction from A to B. In addition, each set contains five pulses, 
meaning that the magnet passed the sensor five times and the wheel completed five 
revolutions. This information indicates the distance traveled (revolutions multiplied 
by the circumference of the wheel) and the direction of the wheel.  

Instead of using the method outlined above, each encoder only requires 
one Hall-effect sensor, because the microcontroller controls the direc-
tion of rotation and only one sensor is needed to measure the rotation 
count of the axle.

By measuring the revolution count of each motor, it is possible to track 
the robot’s movement. It also facilitates movement in a straight line, 
because encoding allows the robot to travel until both wheels have trav-
eled the same distance, not just the same amount of time. Similarly, it is 
possible to make accurate turns by using the encoder counts to turn the 
wheels a specified distance.
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After the robot determines the distance it has traveled, it is necessary to 
store the information about its position in the environment. The robot 
will store an absolute position, as an estimate of the movement since the 
start and the angle that it is facing. For more information concerning 
the method the robot uses to store environmental data, see Section 4.2.

4.2  Obstacle Detection

The primary sensor that the robot uses to detect objects is a Parallax 
PING ultrasonic rangefinder. The rangefinder operates by sending out 
a pulse and waiting for the pulse to bounce off an object and return to 
the sensor. (See Figure 6). The sensor then uses the time elapsed be-
tween transmission and reception of the pulse and multiplies it by the 
speed of sound to calculate the distance traveled by the sound wave. 
Half of this length is the distance to the object because the initial value 
includes both the outgoing distance and return distance.
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Figure 6: Parallax PING ultrasonic rangefinder operational diagram. The sensor has 
three pins, providing a power ground and signal interface. The microcontroller (left) 
provides a start pulse to the signal pin, and then listens for the echo pulse on the same 
pin. After the sensor receives the start signal, the emitter end releases a pulse or “chirp.” 
The pulse then reflects off an object and the receiver end detects the echo. The length of 
the pulse then corresponds to the time between the chirp and echo, which allows it to 
be converted into a distance measurement. [5] 

In order to detect objects around the robot, the ultrasonic rangefinder 
is mounted on a servo motor using the Parallax mounting brackets. 
(See Figure 7.) Because a servo allows for 180° of rotation, the robot 
can scan for objects in a 180° field. 
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Figure 7: Parallax PING rangefinder mounted on a servo using the Parallax 
mounting hardware. [6]
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In order to collect data about obstacles in the environment, the servo 
moves one step at a time, collecting a distance measurement at each 
step. Then, using simple trigonometry equations, the angle of the ser-
vo and the distance measurement are used to find horizontal (X) and 
“vertical” (Y) components of the object relative to the robot. See Figure 
8 for a diagram of component calculations. As the sensor is mounted 
on a rotating servo motor, the area that is scanned will be in the shape 
of a semi-circle. In order to avoid “detecting” the same object multiple 
times, but in slightly different directions, the robot will clear the entire 
semicircle representing its maximum sensor range before plotting the 
newly detected obstacles.
 

Figure 8: Trigonometric calculation of vertical and horizontal components. The 
horizontal component is the cosine of the angle multiplied by the distance measured 
by the ultrasonic sensor, and the vertical component is the sine of the angle multiplied 
by the distance. 
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After calculating the components of an object’s position, the robot 
must record the positions. Initially, the robot mapped the environment 
by plotting objects on a two-dimensional grid such as the one shown 
below in Figure 9.

 

Figure 9: A two-dimensional grid that contains the location of the robot (circle) and 
the position of obstacles detected by the ultrasonic scanner. The size of each square can 
be variable, and will be optimized to produce the most efficient results. For example, 
each square can represent a 2 cm x 2 cm box, or a 5 cm x 5 cm box, and until the robot 
is complete, the optimal size cannot be determined. Using the knowledge of whether or 
not a certain cell is occupied allows the robot to find a path through a set 
of obstacles. 
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Figure 9 simply shows a single 10 x 10 grid of cells. In some cases, this 
grid may be acceptable; however, it is not practical for a robot that 
wishes to achieve self-navigation to be limited to a specifically sized 
area of operation. For this reason, an interface that implements an infi-
nitely large set of grids will be used to keep track of the robot’s map of 
the environment. 

From a theoretical standpoint, each grid is connected to four neighbors 
(top, bottom, left and right). Figure 10 shows a map of interconnected 
grids. When the robot reaches the edge of a grid, the measurements 
will start to be recorded in the adjacent grid. Although the size of the 
individual grids can be enlarged to contain a greater portion of the en-
vironment, smaller grids are used to maximize the runtime efficiency. 
In order to fully understand this efficiency, it is necessary to approach 
the problem from a programming standpoint. 

Because the grid must be stored on a machine with limited memory 
and runtime speed, it is necessary to make certain modifications to 
enhance the speed of the program. When the program begins, it will 
consist of a single grid, without any neighbors. However, when the ro-
bot reaches the end of the grid that it is in, the program generates a 
new neighbor in that direction. In this manner, the program is able to 
maximize efficiency by only creating small grids when and where they 
are necessary. This also prevents the processer from having to iterate 
through a large grid every time it makes a calculation rather than a 
small one. For example, a grid could have a neighbor to its left and one 
above it, but lack neighbors below and to its right. Programmatically, 
the different grids are stored in a “map.” A map is essentially a data 
structure that relates a “key” with a corresponding “value,” so in this 
application, each grid is stored using its distance from the initial grid 
as its key. This makes certain no duplicate grids are created if the robot 
approaches a familiar area from a different direction. For example, in 
Figure 10, Grid 0 would be identified as the origin grid (0,0), and Grid 
6 would be identified as the Grid (1,1) because it is forward one grid 
and to the right by one grid. 
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Figure 10: Array of grids to record a map of the robot’s surroundings. Each grid is 
generated as it is discovered, so a new array is created each time it reaches an edge of 
its current grid. Every grid has four connections to its neighbors, allowing the grid to 
expand infinitely in all directions. 
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4.3  Mapping

The grid technique outlined above was eventually replaced by a more 
efficient method using vectors and matrices to track features. Each ob-
stacle is defined using the vector representing its distance from the ro-
bot. A list of all the features is maintained, so only detected obstacles 
use storage space, not all explored cells as in the grid technique.

Every time the robot moves, each vector is multiplied by a transforma-
tion matrix, which is created using the robot’s movement. For example, 
if the robot moves directly forward, rather than just changing the ro-
bot’s position, all of the features are moved backwards, so the map is 
always from the robot’s perspective.

This manner of mapping is more efficient because it only records ob-
stacles, and does not have to waste space and time storing the fact that 
a specific region is empty.

4.4  Obstacle Avoidance (Navigation)

After all of the information about the environment through which the 
robot is travelling, it is still necessary to navigate through the actual en-
vironment. When moving forward, backward, or laterally, the process 
is easy. The robot simply has to find a space that has more open grid 
cells across than the width of the robot, and then drive through it.

In order to accomplish the more complex task of navigating “diagonal-
ly” respective to the grid cell system, more work is necessary. Because 
the robot scans in an arc, the largest opening can be found by measur-
ing the distance between the two detected obstacles on either side of an 
empty sector of the semicircle scanned. 

While navigating autonomously, the robot will just repeatedly perform 
this obstacle-avoidance operation. The robot will scan until it finds an 
opening large enough to fit it, then it will proceed to move through 
the opening. If no obstacles are detected, it will just continue to drive 
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forward until obstacles are detected. When forced to choose between 
different directions to travel or different gaps to navigate through, Atlas 
will choose a path at random.

Although this method of mapping contains a large amount of error and 
is difficult to implement, it is still much simpler than complex mapping 
systems and is a much more manageable task. The product that results, 
however, will not be a sophisticated mapping robot, but rather one that 
detects and avoids obstacles while simultaneously exploring new territory.

A system of navigation, however, was not implemented for the new 
mapping interface, which uses matrices and vectors to track locations.
 
4.5  Remote Operation

4.5.1  Network Setup

One of the key features that Atlas has is the ability to navigate based 
on remote commands. The robot receives commands over WiFi and 
executes them immediately. Initially, Atlas connected to a wireless net-
work by using a Linksys wireless router as an Ethernet bridge between 
an Arduino microcontroller with an attached Ethernet shield and the 
wireless network. See Figure 11 for a diagram of the network commu-
nication system.
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Figure 11: Network Communication Diagram. The robot (represented by Arduino with 
Ethernet Shield) uses the onboard wireless router (bottom left) to connect to a wireless 
network. Ultimately, this connects the Arduino to yet another router that broadcasts 
the wireless signal. The remote terminal (top right) is also connected to this wireless 
signal, so it can send commands to the Arduino through the network by using its local 
IP address. 

The network setup was updated,  however, eliminating the need for a 
router to act as a bridge. A WiFly shield for the Arduino breaks out a 
WiFi adapter and antenna and allows communication with the Ardu-
ino through a serial interface. The diagram for the updated network is 
shown below in Figure 12. Although this experiment placed the remote 
terminal and robot on the same WiFi network, the remote terminal 
could be located anywhere, as long as the router forwarded traffic on 
the correct port to the robot.

4.5.2  Wireless Data Transfer

In order to send and receive commands, the internet-connected devic-
es use the Transmission Control Protocol (TCP) to transfer data. TCP 
is an extremely robust and reliable protocol because it ensures packet 
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transmission. This means that when a device is sending a message, it 
confirms that the message was delivered accurately and completely. The 
downside about TCP is that delays can sometimes be incurred while a 
device is trying to resend or correct a corrupted or lost data packet. I 
chose TCP over the User Datagram Protocol (UDP), which is another 
protocol that focuses on reducing latency rather than emphasizing re-
liability, because UDP communications with the robot proved to be 
extremely unstable and data stream would frequently get corrupted, 
resulting in a complete loss of control. This was unacceptable because 
when the packets got corrupted, not only would the robot not be able 
to receive new commands, but it also would not be able to stop if its 
motors were already running.
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Figure 12: Network Communication Diagram. The robot (represented by the Arduino 
with a WiFly shield) connects directly to a wireless network. The remote terminal 
(computer) is connected to the same WiFi network so it can send commands to the 
Arduino using local IP addresses.



5  Design

The goal of this section is to illuminate the reasoning behind some 
aspects of the robot’s technical design, and it will focus on the most 
commonly asked questions about the project.

5.1  “Why are there three Arduinos?”

The robot uses three different microcontrollers because they all per-
form different tasks. Arduinos cannot perform multithreading, mean-
ing that they can only perform one operation at a time. Although this 
does not hinder basic operation, when the robot is trying to perform 
several intensive operations simultaneously, one Arduino cannot han-
dle the load. More specifically, it cannot handle when operations re-
quire time delays, such as the millisecond pulses to turn on the motors 
or, more significantly, the ultrasonic pings, which take time to send, 
receive and process.

The second reason is that there just are not enough pins on the Ar-
duino to cope with the number of inputs and outputs for the robot. The 
first Arduino (with the WiFly shield) uses all the pins unused for the 
shield to control the motors and link it to the other Arduinos, leaving 
no extra pins to receive other input. The second Arduino controls the 
sweeping rangefinder. It constantly scans the area in front of the robot 
and logs all objects spotted. At the end of each sweep, if new objects 
have been found, a list of all the points (polar coordinates with an angle 
and distance) is sent to the internet-connected Arduino. The third Ar-
duino controls the motor encoders. This controller constantly polls the 
four Hall-effect sensors to update the counts on each one. Each time 
the robot moves, the third Arduino sends back the position data to the 
internet-connected Arduino.
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5.2  “Why are there two batteries?”

The robot uses two batteries for one reason: the motors cause current 
spikes that disrupt other devices. Initially, the robot was completely 
powered by one battery, but through testing I found that when the ro-
bot turned or reversed direction, there were current spikes in the cir-
cuit, occasionally causing the Arduinos to reset. This posed a problem 
because there would be a ten- or more second delay before the WiFly 
shield could reconnect to the network, so a second battery was intro-
duced to eliminate the spikes by powering the motors off of one battery 
and the circuitry off of the other. 

6  Appendices

6.1  Appendix A: Parts Lists

6.1.1  Miscellaneous Parts

Part Purpose Purchased From Price ($)
PING Ultrasonic 
Sensor + Mounting 
Bracket

Scanning 
Rangefinder

Parallax 39.99

Arduino Uno Processing for 
Rangefinder

Sparkfun 29.95

Arduino Uno Motor Controller 
+ Internet Interface

Sparkfun 29.95

Arduino Uno Processing for 
Encoders

Sparkfun 29.95

Arduino WiFly 
Shield

Internet Interface Sparkfun 89.95

Batteries 
(9.6 V, 7.2 V)

Power Supply RadioShack 15.00
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6.1.2  Vex Parts List
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6.2  Appendix B: Software

See roundtable.menloschool.org for robot code and remote terminal code. 
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